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Introduction

This document describes the MRI C++ Framework Library.  In doing so, this document also provides somewhat of a tutorial for programming with C++ at Mark Resources.  

The MRI Framework is a software library of code that is useful for writing interactive, real-time software for radar signal processing on a computer that runs the Windows operating system.  The MRI Framework contains about one hundred classes (or modules) and many thousands of functions, which covers a whole range of activities, such as charting, UI controls, multiprocessing, FFT algorithms, file manipulation, and networking.

This document was written with three purposes in mind.  First, it is a reference to the classes in the library.  This reference is mainly intended to point the programmer in the right direction for any given purpose, since the definitive documentation for using the classes and functions is contained in the code itself.  

The second purpose of this document is to give the reader an overall view of the library.  It is probably impossible to really use the library effectively without understanding the concepts and the environment in which it exists – just as it is unsafe to try to drive a car in a city without knowledge of the rules of the road.

The third purpose of this document is to help those who have used traditional methods of programming (C and Fortran) to be able to use C++ and object oriented techniques.  There are many pitfalls in going from these older methods of writing software to C++ (as this author can attest).  This document is written with these readers in mind. 

Design Goals and Library Features

MRI engages in many aspects of radar technology: designing radars, simulating radars, building radars, and processing the data collected from radars.  For each of these tasks it is usually necessary to write custom software.  However, there are many aspects of the software that can be shared across all of these tasks, such as charting data and taking FFTs.  Therefore, the main design goal for the MRI Framework is to provide common tools that can support all of these tasks. 

A second design goal is to make better use of the latest computer technology.   MRI has been in business for over 30 years, and much of the company’s software was written in the 1970s and 1980s with Fortran and C.  At that time, computers were much slower, provided way less memory, and output devices were limited in resolution and update ability.  For example, much of the plotting capability at MRI has its roots in paper pen plotters.  Although this plotting software has been updated though the years to be used on machines such as Tektronix terminals, and finally on modern computer screens, it still uses line-drawing techniques to render text, instead of using modern font rendering.  Another example: memory management in the earlier years was by way of static sized arrays.  This leads to software that is inflexible, and fails as radars produce larger and larger volumes of data.

The MRI Framework is a complete rewrite of the relevant MRI software to better support computer capabilities that have come about since the turn of the century, such as wheeled mice, 3D rendering accelerators, multiple CPUs, large memory banks, huge disks, and so forth.

A third design goal is the make application development easier.  Making use of new computer capability greatly complicates the software effort – because the time spent programming is now shared between building a program that interacts (correctly) with the operating system and the ultimate user, as well as with the actual radar problem being solved.  The MRI Framework exists to help the programmers at MRI and MRI’s customers focus more on the signal processing than on application development.  

In support of these goals, consider some of the features of the MRI Framework:

UI Controls. A whole system of screen design and layout of controls on the screen is offered.  The controls are designed specifically for radar-type tasks, such as setting “StartTime” and “EndTime” parameters.   Also offered are customized dialog boxes for dealing with common program tasks, such as querying for the name of a folder, or maintaining a log of program activity.

Charting.  Supports the ability of charting many types of data, with automatic grids and axes, interactive zooms, auto scaling, and interactive markers.  Also supports the extension of these capabilities by applications.  

Multiprocessing.  Classes to support multiprocessing are offered.  These classes start and stop processing threads, manage individual work units, schedule the processing, shuffles work output to be in the correct order, protects data from being corrupted from simultaneous access, and other related functions.

Networking.  Classes to support fast communication with other programs on the net are provided.  These classes make use of multiprocessing to provide “overlapped” IO with TCP and UDP.  Overlapped IO means that multiple reads and writes to the network can be outstanding while the main application continues to run.

Files.  Classes to work with files and directories are offered.  Files can be created, destroyed, read from, written to, and accessed in random order.  Applications can get access to the list of files in a directory.  Files and Directories can be created or deleted.  Meta information about a file (i.e., its size and create date) can be accessed.

Registry.  Classes are offered to manipulate the Windows registry.  This allows applications to save and retrieve application settings, such as the values in its controls when the application was last run.

Buffers. Buffers are extendable methods of implementing arrays that are dynamically allocated at run-time.  No static dimensioning is ever necessary.  Buffers can hold all sorts of data types and there is an extensive set of utilities that manipulates the data.

Strings.  A class that supports many operations on text strings, such as word copying, comparing, extracting substrings, generalized parsing, and converting to different types. 

Algorithms.  Many efficient and convenient algorithms are provided, such as FFTs, peak searching, and polynomial fitting.  An exhaustive list in each category is not offered – only algorithms that have proved useful for radar signal processing are included.

Developer Tools.  Many classes are offered to help the development process, such as classes to profile execution speed, and other classes to record program states as the program is running.   In addition, specialized macros (such as Assertions) are provided to help debugging.

Terminology

To fully use the MRI Framework it is important to be familiar with this terminology and the concepts behind it.  MRI Framework has been built on Object Oriented Programming (OOP) principles, using C++.  Therefore, much of the terminology used in the framework is based on OOP, which brings a whole set of new terminology to programming.  What follows is a sketch of OOP terminology – just enough for you to find your way around the MRI Framework.

In the strict sense, a “framework” refers to a set of software tools and a system of programming wherein the application developer customizes previously working software to suit his/her specific needs.  For example, a framework could be written for medical imaging.  It might provide a generic shell that interacts with a doctor to retrieve and display images.  One programmer could use this framework to allow kidney doctors to view the images in special ways, whereas another programmer could customize the framework to view heart scans in a different way.

The MRI Framework is close to offering this kind of capability.  It goes beyond a simple library of subroutines because so much of the software is interdependent – and it goes a long way toward offering a fully finished application.  However, in the strict sense, it is not a “framework”, since the programmer still must do the work of writing the main application code.  However, we call this software the “MRI Framework”, because what is offered is closer to a framework than a library, and someday, as we gain experience with this software, it has the potential to become a true framework.

The label “framework” also implies that OOP techniques must be employed to use the library.  This is mostly true with the MRI Framework.  It is possible to avoid OOP in using the MRI Framework, but this defeats much of the reasons for using the framework in the first place.    If you are a traditional Fortran or C programmer, then you might ask what is so great about OOP?   Well, the simple fact is that OOP brings many widely recognized benefits to software development.  The main promise offered by OOP is to write more robust software that is more easily reused across many systems.  These promises did not seem to pan out when OOP was first being used, say about 20 years ago.  However, now that the industry has lots of experience behind OOP, we know that OOP can produce much better, more extendable, more robust, and easier to maintain code.  

There are lots of languages that support OOP.  In fact, an argument can be made that OOP can be implemented in any computer language.  We use C++ for three reasons:  It is a premier computer language in the world today, it directly supports OOP concepts, and it is a superset of C, so that C programmers can immediately make use of C++.

If you are coming from a C or Fortran background, your next question is probably: what is OOP anyway?  This question has invoked a lot of controversy, and because of the controversy, many traditional programmers have avoided OOP.  This is a shame, because the practical answer is very easy:  OOP is the practice of grouping a given set of data and the functions that operation on that data under one entity; usually, the entity is called an “object”.  This is almost like having a “module” in a program that has many subroutines that operate on shared data structures.

For your information, the controversy about the definition of OOP comes into play when trying to describe what can be done to an object by the operations offered in the language.  For example, some say that Fortran is not an OOP language because it does not provide object inheritance.    

If you are new to OOP, the most important thing to understand is that every accessible item in a program is an object.  That is, even a simple byte variable is an object.  Objects can vary from very simple items, like a byte, to very complex items, like an entire application.  Objects can consist of only data.  Or, objects can consist of only code (functions).  Or, objects can consist of both data and code.  Finally, objects can be built upon other objects.  

The next most important thing to understand is the difference between an object and a type.  For now, think of a “class” and a “type” as the same thing – the difference between these terms will be discussed below.  A type is the blueprint for the object’s existence.  An object exists in the computer’s memory at run-time, but a type does not.  An object is an “instantiation” of a type.   On the other hand, a type exists in the software, as text in an editor.  A type is the description of the object.  There can be many objects created from one type definition, but a given object must be created with only one type.

Objects and types both can have names assigned by the programmer.  For example, the programmer can define a type named “Complex”, and then create objects of type “Complex”.  These created objects might have the names like X, Y, and Z.  Note that the creation of objects at run-time is called “instantiation”. 

All objects have an “interface” which is some way to manipulate the object.  In the case of a byte, the programmer can access it directly in an assignment statement.  More complicated objects might provide functions that can be called on to operate on the data in an object.  For example, the Complex type in the example above might have a function that returns the magnitude of the complex number, as in “a = X.Magnitude()”.

Of course, nothing described here is magic.  The programmer must write the function Magnitude() for the class of Complex.

Next, let us discuss precisely what a “class” is.  If you are talking about OOP in general, the term “class” is completely interchangeable with the term “type”.  That is, you could say that X is of class Complex, or you could say that X of type Complex.  This is true in C++ as well, but C++ also has a more narrow meaning for the term class because “class” is an actual language statement in C++.  In C++:  all variables have a type.  A type can be a class, or a structure, or an enumeration, or a union, or a built in type, such as an integer.  You see, a C++ class is one of many ways used to define a type.   So, in summary, there are two uses of the term “class” – either as a synonym for “type”, or in the stricter sense, as a definition of an object in the C++ language itself.

If you got to this point, you should have a working understanding of what an object, class, and type are.  These concepts form the basics for OOP.  The activity of the programmer is to carefully declare and define types.  A type is defined by writing the code that “implements” it.  That is, an “implementation” is the code that gives an object its behavior at run time.  An object’s “interface” is described by the type as well.  The interface is how the outside world interacts with the object.  Note that it is important to separate an object’s interface (which tends to remain constant over time) with its implementation (which can be improved over time).  

Type declaration and implementation can make use of previously defined types in a variety of ways.  Learning all of the different ways to use existing types in the definition of new types is the essence of really learning OOP.   For example, you can use embedding, or inheritance, or both to define a new type.  Learning the fine details of all the different ways of defining types can take years.  Fortunately, you can use the MRI Framework almost immediately, by just having a surface understanding of some of these ways.

In the rest of this section, we present a mini glossary of terms that attempts to give a simple description for each term.  The author believes this glossary is all you will need to get started with the MRI Framework, but it is not intended to teach OOP (although it might seem like it at times).

Object

An object is a construct that exists in memory at run-time.  The actual memory layout for an object is defined by its type.  All variables in a program are objects.

Type

A type is the description of an object.  An object’s type gives all the information that describes the object’s layout in memory, and how the object can be used in the program.  Types are blueprints for objects, much like DNA is for humans.  Types have names, such as “integer”, or “Sailboat”.  There are many built-in types given by the C++ language, such as “int” and “float”.  The programmer can invent a new type by using existing types.

Class

 In the strict sense, for C++, a class is one of the constructs that are used to define a new type.  Therefore, a class is a blueprint for an object.  Normally, one uses the idea of a class to refer to a more complex object that contains both data members and function members.  Simpler types, such as integers, only contain data.  A class is normally used to define objects that will be instantiated at run-time.  However, it is possible to define a class solely for the purpose of defining more complicated classes.  Finally, if you are a C programmer, a class is very similar to a “typedef struct” statement, but with the addition of function declaration that are contained in the structure.

Structure

In C++, a structure is simply a class that sets all of its members to be public by default.

Instantiation

Instantiation is the act of creating an object in memory.  Objects can come into existence in a variety of ways.  Statically declared objects begin their existence when the program starts up.  Objects are automatically created on the stack when the execution thread encounters a declaration, such as upon entering a function.  The programmer can use the “new” statement to cause an object to be created on the heap.  No matter now the object comes into existence, the point of creation is called instantiation.   At the time of instantiation, the object’s constructor is run (if it has one).

Member

A member is an item contained in a class definition.  A member can be a variable, such as an integer, or it can be a function.  Note that variables can be other objects.  This is one way to use objects to build more complicated objects.

Method

A method is a function that is contained in a class definition.  Note that the documentation for the MRI Framework frequently interchanges the word “function” with “method”.

Enumeration

An enumeration is another way to define a type in C++.  An enumeration is a construct that can hold a set of values specified by the programmer.  For example, the enumeration for type “Color” might be “Red”, “Blue”, “Green”, etc.  An object of type Color would only be able to be one of these values.  Enumerations mostly replace the #DEFINE statements that plague C code.

Inheritance

Inheritance is a method of defining a new class by building on the definition of a previously defined class.  The new class has all the type information of the original class, and can actually be used whereever the original class could be used.  For example, you might define a class that models boats, named Boat.    Later you could define a class for sailboats and another for powerboats.  Both of these new classes can inherit from the original class of Boat.  That way, objects for both sailboats and powerboats could use the same code to, say, report position, but may use different code to determine velocity and movement.

Overloading

This is a wonderful feature of C++.   Overloading allows you to declare two or more functions with exactly the same name – but with different arguments.  The actual function selected by the compiler depends on the arguments that you call it with.  For example, you might declare a function max(int x, int y).  With overloading, you could also declare a function max(double x, double y).  Note that these two max() functions have the same name, but are really different functions.   The one that is called depends on the type of argument that you pass to it.  

Overriding

This is also a wonderful feature of C++.  Overriding is the mechanism of causing new code to execute in place of existing code in a derived class.  For example, let’s say class Boat has a method Move().  If Move() is called, the boat changes position.  Now, let’s say the programmer creates a new class called Sailboat, which is derived from Boat.  When Move() is called on Sailboat, the old code in Boat is executed.  However, with overriding, this can be changed by writing a new Move() function for Sailboat.  In addition, if Move() was declared “virtual” in the definition of Boat, then even if a Sailboat is used in code that knows only about Boats, then the new Move() is executed instead of the older one.

Base Class

A base class is the lower class in a chain of inheritance.  It is the one that is defined first, and other classes are defined using it.  The base class is also said to be the super class or the parent class.  Note, that the location in the inheritance chain is relative.  That is a base class for a derived class can itself be a derived class of another base class.

Derived Class

A derived class is a class that is formed by using one or more base classes in an inheritance chain.  Derived classes are also referred to as a subclass, or sometimes as the child class.

Constructors

When objects are instantiated, they are normally “constructed” as well.  A special “constructor” routine is called (automatically) at the time of instantiation.  The purpose of this special routine is to initialize the data members of the object.  In many cases, if the programmer does not write a constructor for a class, the complier writes a simplified constructor automatically.   Advice to traditional programmers who what to start using OOP: it is well worth your time to fully understand what is going on with constructors because they are a very important part of implementing objects.

Destructors

A destructor is a special routine that is called when an object is about to be destroyed (i.e., removed permanently from memory and discarded).  Destructors have the same considerations as Constructors.

Embedding

Also called Composition and Containment.  These terms are used to describe one way in which a new class can be built from an existing class.  Basically the technique is for the new class to use an object of a predefined class as a data member.  This method is used extensively in the MRI Framework.  It is as natural as specifying data members in a structure.

Virtual Function

Also called a Virtual Method.  This is a function that is declared in a class with a “virtual” keyword.  It is a designation given by the programmer that allows derived classes to replace the code for the function in base class, and to have the replacement code execute in all instances of objects created with the derived class.  (Please see Tips and Guidelines for more information.)

Resources

This is the word used for items that are built into an executable but are not really part of the compiled code.  For example, the bitmap that defines a program’s icon is a “resource”.  The Visual C development environment gives the programmer lots of convenient tools to work on resources, and add them to the program’s executable.

To gain a very good understating of OOP and C++, the author recommends the premier book on the subject: “The C++ Programming Language, Special Edition”, by Bjarne Stroustrup (ISBN 0-201-70073-5, Copyright 2000).  This is the new bible for programming.

Programmer’s Guide

In this section, we discuss the overarching aspects to the MRI Framework.  If you are already familiar with OOP, then this section will probably be the most useful for you.  Here, we document topics that apply to all of the MRI Framework.

Naming Convention

Probably the most important aspect of building a large body of software is consistently applying a naming convention so that all programmers and users of the software can more easily decipher the code.  The MRI Framework is no different, and therefore it uses a naming convention that helps to identify programming entities used in the software.  

Another purpose of the naming convention employed by MRI Framework is to clearly separate out the entities defined by the framework from lower level code, such as the operating system.  Therefore, the naming convention adopted for the framework does not, by design, follow the conventions established by Windows and other Microsoft products, such as MFC. 

All names in the MRI Framework have form “xxWordWord” or “WordWord”, where “xx” designates one or more lower case letters called the prefix, and the “WordWord” designates one or more words, which we call the proper name.  Each word begins with a capital letter and sets the rest of the letters to lowercase.  Note that C++ is a case sensitive language, so getting the capitalization correct is important.

Function names do not have any lowercase letters at the beginning.  Type names always start with the lowercase letter “m” (for Mark).  Variables names start with one or more lowercase letters that designate their type (such as “p” for pointer, “f” for float and so forth.)  Proper member variables in a class start with “m_” and then the letters that would normally indicate their type.  The following table spells out this convention in more detail:

	
m
For simple types that do not have constructors


mc
For complex classes that do have constructors  


mi
For interface type definitions (pure virtual classes, or abstract classes)


me
For enumeration types


m_
For members of a “mc” class


d
For double precision variables


f
For single precision variables


i
For integer variables that tend to be used for iteration


n
For integer variables that tend to hold a count


e
For a value of an enumeration


p
For pointers to objects or variables


s
For C-type strings (that end in a zero byte)


z
For MRI Framework strings (of type mcString)


Here are some example uses of this naming convention:


char sTemp[200];

// sTemp is a C-Style String


mUINT iStep;

// iStep is a simple integer variable


mcString zTemp;

// zTemp is an object of class mcString


mDOUBLE dTime;

// dTime is a double precision variable 


mFLOAT *pfTime;

// pfTime is a pointer to a float


class mcPoint {

// mcPoint is a class with a constructor



mUINT m_iX;

// m_iX is a member of class mcPoint



mUINT m_iY;

// m_iY is a member of class mcPoint



mcPoint();

// A method for constructing mcPoint



void Move();
// A member function

};



structure mLocation {
// A structure without a constructor



int iX;

// iX is a member of mLocation



int iY;

// iY is a member of mLocation


};




Note that iX and iY in mLocation do not use the “m_” designation because these variables are members of a class that does not use a constructor.  Whether a class uses a constructor or not is an important distinction in the MRI Framework.  (Classes that do not use constructors can be created using old C-Style methods.)

Another naming convention is that abbreviations are avoided, at least for public variables and function names.  The only abbreviations allowed are for the most obvious ones, like “max” for maximum.  It is best to spell out all names (except names for variables that are used in very small scopes).  With “intellisense” editors, this does not tend to be a typing problem because the editor automatically fills in the majority of the name as you type.

Comments and Documentation

The framework code is documented in the *.cpp files that make up the source code for the framework.  For this reason, it is probably impossible to use the framework without access to the source.  Typically, you should include the “MriFramework” project in your integrated development environment, so that you have ready access to the source.  All the documentation for the framework is contained in comments, buried in the source.  The source is organized into classes.  Generally, we put one class in each *.cpp file.  For each class there is one *.h file, with the same surname.  Closely related support classes are sometimes included in the same *.cpp and *.h file.

The verbose documentation exists in the *.cpp file.  The *.h file provides a listing of all the methods in the *.cpp file.

Here are the conventions for the comments:

1. At the top of every *.cpp, and *.h file, there is a header that explains the main purpose of the file, gives the author’s name, and the date it was written.  This header is framed in equal signs (“===”).

2. General documentation for a class is contained in a frame of plus signs (“+++”) .  This type of documentation precedes the class’s implementation.

3. Documentation for every function in the framework is contained in comments framed with the minus sign (“---“).  This documentation is found right before the implementation of a function.

4. No user documentation is found in the body of a function.

5. If there are comments in the body of a function, they should be used sparingly, and be intended to help programmers who might need to revise the framework code someday.

6. Constructors and Destructors are generally not commented, but they are implemented in the source before any other method for the same class.

All comment frames (equal signs, plus signs, and minus signs) start with a // and end on column 80 – therefore these frames stand out in the code and are easy to find. 

Fundamental Types

The MRI Framework is built on a set of fundamental types.  These types provide a degree of separation and reliance on underlying vendor libraries (like Microsoft’s Window APIs).  This will facilitate porting the framework to other systems in the future.

These types are defined in MRITypes.h.  Some of the more common types are listed below:

mBYTE
A single, 8-bit byte.  It is an unsigned quantity, from (0 to 255)

mBOOL
A Boolean, can be either true or false

mINT

A native sized, signed integer, of at least 32 bits

mUINT
A native sized, unsigned integer, of at least 32 bits

mFLOAT
A native sized floating precision value

mDOUBLE
A native sized double precision value

mANYPTR
An integer that is large enough to hold any pointer value on the machine

mcRoot
The common root class for most of the objects in the framework

Note that the MRI framework does not use natively defined types such as int, float, and double.  This is an attempt to promote portable code.  However, this design decision is under review.

Predefined Macros

In general, the MRI Framework avoids all use of macros and #DEFINEs.  This is because the C++ language provides better ways to handle the need for these constructs, such as by enumeration.  However, there are a few exceptions, especially when it comes to handling system errors.   Here we list the common macros that the framework uses.  All of these are available to users of the framework as well.  These appear to the programmer as function calls.

MRIAssert()
Will cause the program to exist with an error dialog that says “Internal Consistency Check”.  Use this macro when you want to double check coding logic that should never fail.

MRIOutOfMemory()  Will cause the program to exit with an error dialog that says “Out of Memory”.  Use this macro whenever a new or malloc() is used.  The only exception to calling this is when you actually provide recovery logic to deal with an out-of-memory condition.  In modern computers with huge memory banks, and non-critical applications, such logic is almost never necessary (so we accept a rare crash instead). 

MRIFatalError(char *sMessage)  Will cause the program to exit with the message provided by the programmer.  Call this for rare error conditions, like disk full.

MRINonFatalError(char *sMessage, mBOOL bOnce)  Will cause a message box to appear with the message.  If the bOnce flag is true, the call will be ignored after the first call from the same place in the code.

All these macros cause a message box to appear with the file name of the source module, and the line number in the file where the call appears.  The file name and line number information is displayed via the magic of macros.

Error Handling

Error handling in the framework has been carefully considered, and follows the philosophy that most MRI radar work is not mission critical, so we should avoid the cost of providing bullet proof software that require Nth degree of recovery on errors.  Hence the macros listed in the previous section.  Note however, that this does not preclude writing bulletproof software with the framework.  It is just that such bullet proofing falls on the shoulders of the application programmer, not the framework.

That said, the framework is very solid code, and provides a rudimentary convention for error conditions.  Here are the error handling guidelines used in the frameworks design:

1. No execution path in the code should ever be allowed to exist that could cause the application to crash – without at least reporting why via one of the error macros listed above.   That is, all conditions that might cause a crash, such as divide by zero, or referencing a NULL pointer, are checked by the framework. (At least this is the design intent – we do not knowingly allow bad code in the framework.)

2. If possible, the code is written so that no failure is possible.  For example, a square root function will return zero for negative numbers instead of crashing.  This fact will be noted in the function’s documentation.  It is up to the caller to provide acceptable input if he/she expects correct output.  This method of coding avoids inventing error codes and error logic.  It also makes the code simple to use for the majority of cases.

3. Unfortunately, #2 above is not adequate for all requirements.  Therefore, sometimes a class will be written to never fail, but instead it will flag the fact that an illegal input was encountered.  In these cases, a mechanism is provided for the caller to retrieve such information.  Here again, the focus is on making the code easier to use by avoiding the movement of error information on every call.  If the application programmer needs to know about errors, he/she can provide the extra code to retrieve it.

4. There are some operations that error reporting cannot be avoided, such as opening a file.  For these cases, we employ the simplest method possible: if a function must have a means of reporting an error, the error information is returned as the value of the function.  The returned type is almost always Boolean: true for success, false for error.

5. Finally, there are some cases that even #4 is inadequate.  These are special cases, and are documented in the code.

Note that the framework is written to always succeed in the tasks required of it.  If it cannot succeed it is usually a fatal error beyond the application programmer’s ability to correct (such as Windows being out of handles, a very rare condition indeed).  In these rare cases, the framework simply exits with a message box (using one of the error macros), and states the reason for failure.

In cases where the application programmer can take action, the error return is Boolean.  The framework uses no table of error codes.  Most functions do not return an error code because they will succeed by definition. 

One note to advanced C++ programmers:  The framework does not use exceptions.  This is also by design because the author believes that exceptions lead to laziness on the part of programmers, they are difficult to understand for newbees, they cannot readily be mixed with other languages, and not all compilers support them.

Memory Management

The framework uses the operator “new” to allocate almost all memory.  It always checks for allocation errors, and will call MRIOutOfMemory() on error.  The framework is constantly being tested for memory leaks. 

The framework never allows an application to directly manage raw pointers to memory. Instead, memory is handed in objects that are responsible for the memory.  When the objects are destroyed the memory is released.  

The remaining question, then becomes, who “owns” the objects.  For this, there is no convention – other than to say that object ownership is clearly documented for every function where this is an issue.

Note to advanced C++ programmers:  Object ownership is kept simple in the framework.  Reference counting and other advanced techniques to track ownership are not used.

Object Creation, Construction and Destruction

The MRI Framework does not follow any strict rule regarding object creation and construction, but there are some style issues that users should be aware of.  

All users of C++ must understand that constructor routines run at the time of object instantiation and cannot return any data.  This means they cannot indicate error conditions.  Also, because the MRI Framework does not use exceptions, all constructors in the framework must not fail and if they do, it is a fatal error for the application.  

These facts lead to the following style constraint: constructors cannot do anything risky, like allocating memory, or opening a file, or creating a window.  Constructors must do only very benign things, like set member variables to indicate that the object is in a startup phase.  

Therefore, in many classes in the framework, a two-step process is used to create a useful object.  At instantiation, the object is initialized itself to a known, but barely existing, state.  Later, under control of the application programmer, a creation method is called on the object that brings it into a fully operational state.  For example, consider the following code fragment:


mcFile File;


  // An object is instantiated


bOkay = File.Open(“SomeFile”);  // The creation function called


if(!bOkay) DoSomething()
  // Error Checking

For the file object, the creation function is Open().  For other classes, such as UI controls, the creation function is Create().

For destruction, a two-step process never needs to be followed.  All classes in the framework will properly clean up when destroyed.  This means that files will be closed, windows removed, TCP connections shutdown, and all other tasks done to try to bring the system back to its quiescent state. 

Other Design Considerations

The MRI Framework does not use Microsoft Foundation Classes (MFC).  The reason for this is that the MRI Framework grew out of the need to provide UI in a 3D display using DirectX – which MFC does not support.  Since then, the framework was redesigned to use regular 2D windows.  At the time of redesign, we thought we would like to retain some of the autonomy from Windows that we gained by having our custom controls.

At this point the need to retain this autonomy is not clear so we might begin to use MFC in the future.

The MRI Framework does not use the C++ standard library.  Partly, this is because the author is unfamiliar with this library and is not confident that some unforeseen problem will not arise by using it.  Therefore, for now, the MRI Framework directly implements most low-level primitives that it needs, such as string and buffer classes.  We do not cede control of such important classes to a large body of code that we do not have access to.

The MRI Framework does not use templates.  Again, this is because the author is not fully familiar with their constructs, and he does not like the way they tend to obscure the source code.  Also, there are reports that templates are not fully supported by all C++ compilers.

Development Environment 

In this section we discuss the environment that the programmer needs to set up to use the MRI Framework.

We have developed the MRI Framework with Microsoft’s Visual Studio, which comes with any of Microsoft’s languages.  Our version is “Microsoft Visual C++ .NET 2003”.  The environment that we describe here is with this product in mind. 

The directory structure for the software is flat.  Normally, it is best to put the MRIFramework folder at the same level as your project folder, as follows:

C:\MySoftware\MRIFframework

C:\MySoftware\MyProject

Where MySoftware and MyProject are names invented by the application programmer.

Next, it is important that you configure MyProject so that it compiles and links with the framework.  Do this with the project properties in the Project menu of the Visual Studio. The relative settings are as follows:


In the Compiler Tab


Run Time Library:


“Multi-threaded Debug”


Additional Include Directories:  
“..\MriFramework”


In the Linker Tab


Additional Lib Directories:

“..\MriFramework\Debug”







$(IPP_DIR)\stublib


Additional Libraries:


MriFramework.lib







Gdiplus.lib







ipps20.lib







ippi20.lib







ippm20.lib


In the Resources Tab


Additional Include Directories:
“..\MriFramework”

Change the two instances of “Debug” above to “Release” to build a release version of your software.

You will need to install the “Integrated Performance Primitives” product on your computer.  Follow the instructions given for this product.  IPP can be obtained at www.intel.com.  After Intel Performance Primitives are installed, you will need to create a system environment, IPP_DIR, that points to this library.  Usually, IPP_DIR needs to be set to “c:\Program Files\Intel\IPP41\ia32_itanium”.

When you write code for your application program, the only file you need to include in your own code is “MriFramework.h”.  This header file brings in all the other header files that define the classes in the framework.

Computer System Requirements 

Applications derived from the MRI Framework require Windows 2000 or above, at least a Pentium class processor, running at least 1 MHZ, with at least 256MBytes of memory.  Anything less, will probably not yield useable performance.  That said, the author recommends the following minimum system:


Pentium XEON processor, running 3 GHz or better


1 Gigabyte of RAM


At least 120 GByte hard disk


At least a 1280 x 1024 display


Window’s XP Professional


A current model video card with 3D acceleration

Note that to really take advantage of the speed offered by the framework (on FFTs at least), a computer with dual XEON processors is recommended.  With speed like this, you might as well get two fast SATA hard drives and put them in RAID 0 configuration.

As stated in the last section, you will need the Visual C++ .Net Development from Microsoft, and you will need to get Intel’s “Integrated Performance Primitives”, and install that.

Class Hierarchy

Please see Figure 1 for a diagram of the class hierarchy used in the MRI Framework.

There are two main categories of classes in the MRI Framework.  By far the biggest category of classes are those classes that derive from mcRoot.  

Tips and Guidelines

In this section, we give some tips on how to use the MRI Framework and Object Oriented Programming.

Following Program Flow

One of the most difficult aspects to Object Oriented Programming is to follow the execution path through the program.  Traditional programmers are used to following execution flow one statement at a time.  When a statement executes a call to a subroutine, it is easy to find that subroutine, and continue to flow the path in the subroutine.  The only difficulty encountered is conditional statements, which may obscure where the execution will go.

In C++, following the execution path is not nearly as simple.  Construction, overloading, inheritance, exceptions, and multitasking all conspire to making the program flow hard to decipher at times.   If you are new to C++, watch out for the following:

1. Declaration statements are not benign as they are in C, but instead declaration statements very often invoke a constructor behind the scenes.  That is, treat all declaration statements as run-time subroutine calls, at least until you know better.  A constructor has all the power as any other body of code, and therefore can wreak havoc if not properly debugged.  Also, note that a declaration statement can be put anywhere in the body of a function, not just at the top of a routine or a file. 

2. One common constructor is called a copy constructor.  Copy constructors can be invoked simply by placing a variable in a function’s argument list.  These diversions in the execution flow can be particularly hard to spot.

3. Probably the biggest frustration to following program flow is working in base classes on objects that are built from inherited classes. Here, as you read the code, be sure to watch for functions that are in the code for the base class, but that will be replaced at run-time by other functions in the derived class.  A very good indication that this might happen is the “virtual” keyword in the function’s definition, which means that the function was designed with overriding in mind.

4. Overloading is the practice of using the same name to mean different functions for different arguments.  Here again, make sure that you have all the possible targets of a function call in mind when you read code.

5. The MRI Framework does not use exceptions… But if it did, an exception can cause the execution path to jump over many nested subroutine calls back to a try/catch block.  

6. Finally, multitasking, although not in itself an OOP concept, is used extensively in the MRI Framework.  Be aware that at any point in a program, the operating system can switch to some other point of execution in another thread.  Computers with multiple CPUs can even be executing the same code at the same time.  If the code does not properly anticipate this, really hard to find bugs can be introduced.

Avoid Using Global or Static Variables

A global variable is declared outside an object for all parts of a program to access at any time.  This is common practice in Fortran and C programming.  The Fortran construct for this are common blocks (named or unnamed).  For C, the construct is “extern” statements.  In both cases, the memory for the object is allocated at compile time.  Static variables act in much the same way – only their scope of access is limited, to say, a function, or a file.

The reason that both of these types of constructs are problematic is that they greatly complicate the work necessary to use the code in any environment where two copies of the code are running at the same time in one process.  This comes up especially for multithreading.  However, it is a problem even if multithreading is not used.  For example, say you have a radar simulation built using common blocks.  If we want use it in a program where we have one simulation running in one window, and the same simulation running in a different window with different parameters, this becomes extremely hard to accomplish, because the two simulations will clobber each other’s data in the shared common block.

Errors can arise even from the most innocent looking static declarations.  For example, say you declare a Boolean variable as static and set it to an initial value at compile time.  The Boolean’s purpose is to indicate that some sort of finalization needs to be done during the first time through the subroutine.  This is a common programming practice at MRI.  Even such a simple use of a static variable can cause trouble in a multitasking environment.  The reason is that the subroutine might be called for the first time by two threads, and one detects that the initialization is done, while the other thread is still in the process of doing the initialization.  Or if by chance both threads try to do the initialization at the same time, corrupted data could result since both threads might be clobbering each others work.

The best policy is to never declare a static or global variable in any code that you write, especially if you are implementing data processing algorithms.  

All programmers should treat this as an unbreakable rule.  But there are some exceptions, which usually deal with a special system resource, like a printer.  For these it might be okay to declare something static, but even then, what happens when you move to a system that has two or more printers?

Unfortunately, this seems easier said than done, especially if you are not familiar with OOP.  Here is the secret:  Enclose your modules of code in a class definition.  In this class, declare all variables that are needed for the module.  Also, include all functions that act on the variables.  Write constructors to initialize the flags that you would normally use to indicate that initialization needs to be done (or do the initialization in the constructor itself).  That is pretty much all there is to it.  If you do this, other programmers can make use of as many instances of your code as they want, without fear that one instance will clobber the other.

As an aside, if you extract this unbreakable rule out to its extreme, no program would ever exist because no object could be instantiated.  So, there must be at least one global object in the system.  In good OOP practice, the one and only global object is the application program itself.

Difference Between m and mc Declarations

The framework goes to a lot of trouble to distinguish between objects that don’t have constructors and those that do.  This is done when new types are created. Those types that have constructors are prefixed with “mc”.  Those that don’t are prefixed with “m”.

The reason this is done is that objects that don’t have constructors can be treated different in the code.  For example, consider the following:


mcString zArray[10];
// Ten constructors are called here.


mFLOAT fArray[10];

// No constructors are called here


memset(fArray, 0, 10*sizeof(mFLOAT));
// Acceptable 
memset(zArray, 0, 10*sizeof(mcString));
// Completely unacceptable!!!
You must be very careful when you access the memory for objects that have function members or a constructor – since you can really screw up their inter-workings if you access their memory in unintended ways, like with the second memset() function above.

Please consider this example as well:


Struct mcMyStruct{



McString zName;



MFLOAT fx;



MFLOAT fy;

};

Note that this structure has an object that contains a constructor (zName).  Therefore, this structure must be treated as having a constructor even though a constructor is not defined explicitly for mcMyStuct.  Note, that whenever a variable of mcMyStruct is instantiated, the constructor for zName is called.

Using a Class Hierarchy

Figure 1 shows a class hierarchy diagram for MRI Framework.  It is important for traditional C and Fortran programmers to understand that the 
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